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1. Introduction 
 
1.1. Background and Problem Statement 
 

EagleNav is a pedestrian-based, outdoor navigation system designed to address the unique 
navigational challenges faced by students with visual impairments at the California State University, Los 
Angeles (CSULA) campus. In collaboration with the project sponsor, the CSULA Office for Students 
with Disabilities, visually impaired student volunteers shared their daily challenges in navigating the 
campus. These challenges included traversing the sprawling outdoor campus topology, locating accessible 
entrances to specific buildings, and maneuvering around dynamic path obstructions like large crowds. 
These lived experiences served as the primary motivation for the project, directly driving EagleNav’s 
system design and focusing its functional requirements strictly on outdoor campus traversal. 

While EagleNav was fundamentally architected to resolve accessibility constraints, its 
development strictly adheres to the principles of Universal Design, ensuring the application remains 
highly practical for the general CSULA student body. To support sighted users and provide a universally 
familiar experience, the system incorporates standard visual paradigms found in commercial navigation 
applications. The interface features a fully rendered campus map, a dynamic GPS pulsing marker for 
real-time spatial awareness, an interactive search bar with voice-to-text input, persistent recentering 
controls, and clearly outlined blue polyline routing connecting explicit start and destination markers. 

1.2. Limitations of Existing Solutions 

To establish a comprehensive navigational design, the team first analyzed the limitations of both 
mainstream and specialized commercial applications. User interviews indicated that while standard 
applications like Google Maps or Apple Maps provide a familiar step-by-step paradigm, they fail on 
college campuses due to their generalized scope. They lack the granular mapping required for 
pedestrian-only pathways and restrict the general public from adding localized, outdoor campus routes 
due to security concerns. 

Furthermore, students reported utilizing specialized accessibility tools, but these also fell short for 
this specific use case. Indoor-focused applications, such as BlindSquare, do not resolve the complex 
outdoor routing required to travel between campus buildings. Alternatively, students utilized remote 
human-guided applications (where a live agent guides the user via camera); however, these services 
proved unreliable and dangerous when the remote guides relied on outdated campus maps, ultimately 
leading to students becoming lost. Finally, almost all existing systems implicitly assume visual 
orientation, often failing to properly orient the user in the correct walking direction upon initializing a 
route. 
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1.4. Key Design Principles 

Four principles guided every architectural decision in EagleNav, from the choice of routing 
engine to the wording of every spoken instruction. They emerged early from interviews with student 
volunteers and were reinforced repeatedly during field testing. 

●​ Audio-first, not audio-augmented. The interface was designed from the ground up to function 
entirely through speech and haptics, with the visual map serving as a courtesy to sighted users 
rather than a primary channel. This meant no information that mattered could live only on the 
screen, since every cue had to be speakable. 

●​ Body-relative, not map-relative. Standard navigation apps describe directions in absolute terms: 
“head north,” ”the destination is on the south side.” These are unusable and not intuitive 
according to visually impaired users. EagleNav speaks every direction relative to the user’s 
current facing such as ”slightly to your right,” “about thirty steps ahead,” so they can act on what 
they hear without needing a visual reference. 

●​ Decoupled architecture. Each major concern (routing, guidance, voice, location) lives in its own 
controller, and no controller references another directly. This lets us replace the TTS engine and 
retune deviation thresholds without any cascade of changes elsewhere in the codebase. 

●​ User-research-driven. Every accessibility-specific feature in the system, from the 
closest-entrance routing to the on-demand landmark cues to the orientation coaching at route 
start, came directly from feedback gathered in interviews and walkthroughs with visually 
impaired CSULA student volunteers. Features that sounded clever during development but did 
not survive contact with a real user were removed. One example was the original gesture for the 
landmark status announcement: a double-tap on the screen. The team abandoned it once we 
realized double-tap is already reserved by iOS VoiceOver for selection. The gesture would have 
collided with the very accessibility controls our users depend on. The feature now lives on a 
dedicated button instead. 
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1.5. Achievements  

Over the course of the academic year, the team successfully engineered a functional 
proof-of-concept application for iOS and Android. Supported by a self-hosted Valhalla routing backend 
and a custom OSM data pipeline, this proof of concept serves as a viable baseline for accessible outdoor 
navigation by achieving the following milestones: 

●​ Pedestrian-First Routing: Computes routes using custom campus data, specifically targeting 
accessible building entrances while penalizing inaccessible terrain (e.g., alleys, unpaved 
surfaces). 

●​ Enhanced Audio Guidance: Delivers step-by-step instructions augmented with relative bearing 
cues, distance estimates, and immediate environment queries via an accessible interface. 

●​ Dynamic Hazard Detection: Integrates an on-demand, camera-based Computer Vision module, 
allowing users to actively scan for physical obstacles directly in their path. 
 

●​ Navigational Reliability: Resolves initial orientation failures by leveraging the device's 
magnetometer to establish an absolute heading, explicitly aligning the user with their starting 
route before movement begins, and maintains strict real-time spatial tracking to automatically 
recalculate routes upon user deviation.  
 

●​ Events Integration: Provides a dedicated Events page that allows users to easily discover, 
bookmark, and manage campus events. While originally intended to support rerouting around 
crowded areas, this feature evolved into a user-friendly scheduling tool that enhances navigation 
planning. The system sends automatic notifications the day before and the day of a bookmarked 
event, helping users stay informed and prepared. 
 

●​ Independent Voice Guidance: Implements a standalone in-app voice system separate from the 
device’s built-in VoiceOver. Although VoiceOver was initially considered for audio output, the 
final design allows users to independently control navigation guidance and system accessibility 
features. This separation ensures that users can enable or disable the app’s voice instructions 
without affecting VoiceOver, and vice versa, providing greater flexibility and a more comfortable 
user experience. 

 

 

 

 

5 



2. Related Works and Technologies 

2.1 Existing Solutions 

A number of existing products address either general pedestrian navigation or 
accessibility-focused navigation, but none of them cover the full set of requirements that emerged from 
our conversations with the CSULA volunteers. 

●​ Google Maps and Apple Maps are the default choices for outdoor pedestrian routing. They are 
robust, globally maintained, and well understood by users. However, their pedestrian coverage on 
private campuses is generalised to the road network plus whatever pedestrian paths have been 
contributed to their proprietary datasets, and campus-specific detail such as internal walkways, is 
typically absent or out of date. Neither product exposes a supported way for a university to 
contribute campus-level detail, and neither offers turn-by-turn instructions tuned for non-visual 
use. They announce street names the user cannot see, and they provide distances in meter or feet 
rather than in an embodied unit like steps.​
 

●​ Microsoft Soundscape (archived in 2023) was a landmark product for visually impaired and 
low-vision users, using 3D audio to build a mental map of the environment through spatial 
announcements of points of interest. Soundscape was complementary rather than directly 
comparable, it did not provide turn-by-turn routing, but it established many of the interaction 
patterns we drew on, particularly the practice of announcing what lies to the user's left, right, and 
ahead relative to their current heading rather than relative to compass cardinals.​
 

●​ BlindSquare is an iOS-only accessibility navigation app that uses OpenStreetMap data to 
announce nearby features. It is proven, polished, and widely used, but it is iOS-only, 
closed-source, and operates on global OSM data without a mechanism for curated campus-level 
extracts.​
 

●​ Google Maps Accessible Places and Apple Maps' accessibility features improve specific 
aspects of the experience (wheelchair-accessible entrances, accessibility labels on business 
listings) but do not change the underlying routing behavior or the assumption that the user can see 
the map. 

None of these tools solves the problem the CSULA students described: getting from one specific 
location to another across a campus where the pedestrian network is denser and more important than the 
road network, where the user cannot see visual landmarks, and where the campus itself changes faster 
than any global mapping provider will notice. We therefore built EagleNav on an open pipeline we 
control end-to-end, so we could iterate on routing behavior, instruction wording, and map detail without 
negotiating with a vendor. 
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2.2 Foundational Technology 

EagleNav is built from open-source and commercially available components, selected for a 
combination of capability, cost, and long-term maintainability by a student team. 

●​ Flutter (Dart) was selected as the application framework. Flutter provides a single codebase 
targeting Android and iOS, a reactive UI model, and a plugin ecosystem that covers every native 
capability the project required (GPS, compass, TTS, haptics, camera). Although only the IOS 
build has been field-tested, the codebase is cross-platform by construction, which lowers the cost 
of future Android deployment to a configuration exercise rather than a rewrite.​
 

●​ OpenStreetMap (OSM) provides the base map data. OSM's editing model, its tolerance of 
arbitrary map features through tag-based schemas, and its export formats (XML, Protocol Buffer 
Format / PBF) make it a cost-effective option for building a campus-level routing dataset from 
scratch.​
 

●​ JOSM (Java OpenStreetMap Editor) was used for all manual map editing. JOSM's 
offline-editable workflow, its plugin ecosystem, and its support for validation rules made it 
well-suited to the iterative process of walking the campus, annotating paths, and validating them 
before export. The alternative is editing directly on openstreetmap.org, but that would have meant 
publishing every intermediate, possibly incorrect, edit to the live global map, which was neither 
desirable nor permitted for a student project.​
 

●​ Valhalla was selected as the routing engine. Valhalla is an open-source, multi-modal routing 
library originally developed at Mapbox and now maintained by a community of contributors. We 
chose it over alternatives such as OSRM and GraphHopper for one specific reason: Valhalla's 
pedestrian costing model exposes a richer set of preferences than its competitors. In particular, it 
allows us to set walkway_factor and sidewalk_factor below 1 to actively prefer those 
surfaces, set alley_factor, driveway_factor, and tunnel_factor above 1 to penalise them, 
and set exclude_unpaved: true to remove dirt and gravel segments from consideration entirely. 
These directly encode the preferences of a cane-using pedestrian, who relies on the tactile 
boundary of a paved walkway and can be put in dangerous situations if routed inside a tunnel.​
 

●​ Google Cloud Platform hosts the Valhalla routing server. A single e2-small virtual machine 
running Ubuntu and Docker is sufficient to serve the campus extract for the user volumes we 
anticipate during testing and early deployment.​
 

●​ Cloudflare R2 stores the campus .pbf file. R2 was chosen over AWS S3 or Google Cloud 
Storage primarily because R2 does not charge for egress bandwidth, which matters when a 
routing server container on first start must download a full campus OSM extract.​
 

●​ flutter_map provides the client-side map rendering, using OpenStreetMap tiles served from 
the public OSM tile CDN. It was chosen over google_maps_flutter because it does not 
require a paid API key at scale, because it can render any arbitrary tile source (including 
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self-hosted tiles if we ever need them), and because it integrates naturally with the latlong2 
package we already use for geometry.​
 

●​ geolocator, flutter_compass, flutter_tts, and Haptic Feedback plugins provide the 
native platform bindings for GPS, magnetometer-derived heading, text-to-speech, and tactile 
feedback respectively. Each was selected as the most actively maintained option in its category at 
the time of development.​
 

●​ YOLOv11n is the model used for both object detection and semantic segmentation. We chose 
YOLO ("You Only Look Once") for its single-stage, real-time inference, essential for an obstacle 
warning system that must fire before the user reaches the obstacle rather than after.​
 

●​ YOLOView is the on-device runtime that drives YOLO's real-time inference, processing camera 
frames continuously rather than on a triggered basis.​
 

●​ Core ML (iOS) and TFLite (Android) handle on-device model execution, leveraging Apple's 
Neural Engine on iOS and TensorFlow Lite's hardware delegates on Android. Both keep 
inference local, avoiding the cloud round-trip that would defeat the latency budget for an obstacle 
alert.​
 

●​ LiDAR is used for distance estimation on devices that include a LiDAR sensor, providing direct 
depth measurements rather than depth inferred from a single camera image.​
 

●​ Google ARCore provides depth estimation on Android devices without LiDAR, using ARCore's 
Depth API to produce a per-pixel depth map from the standard rear camera. 
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3. System Architecture 

3.1 Overview 

At the highest level, EagleNav is a three-factor system: the user (a visually impaired pedestrian), 
the mobile application running on their mobile device, and the cloud routing backend serving the campus 
map data. 

The user interacts with the application exclusively through audio (text-to-speech instructions) and 
haptics (step-advance and turn alerts), with a high-contrast visual UI available for users with residual 
vision and for the general student body. The application is responsible for capturing the user's location 
and orientation, sending route requests to the backend, running the local guidance loop that decides when 
to advance to the next step or trigger a reroute, and producing all spoken output. The backend, a Valhalla 
instance running on a Google Cloud VM, backed by a campus-specific OSM extract hosted on Cloudflare 
R2, is responsible for route computation. The backend does not maintain any per-user state; every routing 
request is independent. 

Figure 0 below presents the system as a single top-level process, the Level 0 Data Flow Diagram, 
showing the user, device sensors, campus data sources, the Valhalla routing engine, and the CSULA 
Events website as the five external entities that interact with EagleNav.
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This separation is intentional. Keeping the backend stateless means that a new application release 
does not require a new backend release, and a new map edit does not require a new application release. 
Each side can evolve independently. 

Figure 1 below shows the layered view of the system. The cloud tier (Cloudflare R2 plus the 
Valhalla virtual machine on Google Cloud) sits at the top. The Flutter application runs on the user’s 
device below it. Inside the application, the Controller Layer coordinates work, and the Service Layer 
wraps platform APIs and isolated computations.

 

 

Figure 1. EagleNav layered architecture, from cloud to device. 
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3.2 Data Flow 

At runtime, the system is driven by two independent clocks: the GPS tick, which fires 
approximately once per second while location services are active, and the user's action tick, which fires 
discretely when the user selects a destination, starts navigation, or cancels. Most of the interesting 
behavior lives on the GPS tick. 

Figure 2 below walks through what happens on a single GPS tick during active navigation. Three 
sensor inputs (GPS, compass, the stored route) feed a central guidance loop, which produces three outputs 
(a spoken instruction, a haptic cue, and, when needed, a reroute) and finally an arrival announcement once 
the user reaches the destination. 

 

Figure 2. Live navigation data flow on every GPS tick. 

RoutingController.onLocationUpdate(pos) is called first. It computes the perpendicular 
distance from the current position to every segment of the active route polyline, and returns the minimum 
of those distances to get the deviation in meters. This value is the single most important piece of derived 
information on each tick, and it is computed exactly once. The screen then passes the same deviation 
value into GuidanceController.onLocationUpdate(pos, deviationMeters: deviation) and 

11 



NavigationVoiceController.onDeviationUpdate(deviation), so that neither of them has to re-run the 
polyline walk. This is a small optimization in absolute terms, but it enforces a more important property: 
the three controllers all agree on what "off-route" means because they all read the same number. 

Three optional branches can fire during a tick. If the user has crossed within ten meters of the 
current step's endpoint, GuidanceController advances its step index, fires its onStepAdvanced 
callback, and the screen routes that into NavigationVoiceController.announceStep(...) to produce 
the next spoken instruction. If the deviation has exceeded thirty meters for three consecutive ticks, 
RoutingController moves into the rerouting state and issues a new route request to Valhalla; on 
success, the new route replaces the old one and guidance continues transparently. If the user is within 
fifteen meters of the destination, GuidanceController fires its onArrival callback, the voice 
controller finishes speaking, and the navigation session ends. 

No controller holds a reference to any other controller. The navigation screen is the only class 
with visibility into all of them, and it acts purely as a router: location in, status out, callbacks wired at the 
edges. This property is what lets each controller be unit-tested in isolation and what lets future teams 
replace any one of them without a cascade of changes. 
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3.3 Implementation 

The implementation is organised into five subsystems: the map data pipeline, the routing layer, the 
guidance layer, the voice and orientation layer, and the object detection layer. 

3.3.1 Map Data Pipeline 

The map data pipeline was a design exercise constrained by a practical requirement: the team 
needed to get a custom campus map onto a phone quickly enough to support real-world testing. The 
campus paths were known to be missing or inconsistently tagged in public OSM data from the start, so the 
question was never whether to build a custom map. It was how to host that map and run a routing engine 
against it on infrastructure the team could afford, with an iteration loop fast enough to support real-world 
testing on the actual campus rather than testing only in simulation. The pipeline below is the result of 
weighing several options against those constraints. It is deliberately straightforward, as every link in the 
chain was chosen to keep cost low, iteration fast, and the architecture replaceable by a future team 
without a vendor lock-in or a paid subscription. 

The pipeline begins with the CSULA campus itself. Working from the public OSM baseline, the 
team walked the campus and annotated several pedestrian paths, entrances, and accessibility-relevant 
features in JOSM. Paths were tagged with the OSM highway=footway, with additional attributes 
(surface=paved, wheelchair=yes). Building entrances were tagged as entrance=yes nodes, allowing the 
application to route to the nearest entrance of a building rather than to its centroid. 

Once the working OSM file was validated in JOSM, it was exported in Protocol Buffer Format 
(.pbf), a compact binary encoding of OSM data, and uploaded to a Cloudflare R2 bucket. On the Valhalla 
server, a startup script fetches the latest .pbf from R2, runs Valhalla's valhalla_build_tiles 
command to produce a routing graph, and starts the valhalla_service HTTP server on port 8002. From that 
point on, the server serves POST /route requests against the campus graph. 

This pipeline is deliberately manual in its edit-and-export step and automated in its deploy step. A 
future team can edit the map without touching the server infrastructure, and the server picks up new data 
on restart. 

Figure 3 visualises this five-step pipeline: walk the campus, edit in JOSM, export the .pbf file, 
upload to Cloudflare R2, and restart the Valhalla service on Google Cloud. The user’s phone receives the 
new map automatically on its next routing request, so no app update is needed. 
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Figure 3. The five-step JOSM map data pipeline. 

3.3.2 Routing and Deviation Detection 

Routing was the first subsystem we built and the first one we had to rebuild. The original 
implementation recomputed route deviation in three different controllers on every GPS tick, each with 
subtly different distance formulas. During testing we noticed the app would sometimes announce a 
reroute in the same instant it announced a turn, which felt jarring and hinted at a deeper problem: the 
controllers disagreed on what “off-route” meant. The unified deviation calculation described below was 
the fix, and it became one of the cleanest examples of why the controller separation was the right 
architectural call. 

RoutingController owns the entire lifecycle of the active route: fetching it, holding its 
polyline and step list, and detecting when the user has strayed far enough to warrant a new route. Most 
importantly, it is the only place in the application that computes route deviation. The guidance and voice 
controllers read that single value rather than recompute it themselves. This is what closes the 
disagreement that earlier versions of the system suffered from, and it is what allows each of those 
controllers to be tested independently of the others. 

Route fetching is an HTTP POST to http://<cloud-server-ip>:8002/route with a JSON body 
specifying origin, destination and pedestrian costing. The response contains a polyline in polyline6 
format (a variant of Google's polyline encoding with six decimal digits of precision) and a list of 
maneuvers, each with a begin and end index into the polyline, an instruction string, a maneuver type code, 
and a street name. The controller decodes the polyline on a background isolate to avoid blocking the UI 
thread and constructs a ValhallaRoute object. 

Deviation is computed as the minimum perpendicular distance from the user's current position to 
any segment of the route polyline, calculated once per GPS tick and then made available to any controller 
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that needs it. The perpendicular projection is done in local longitude/latitude space with a clamped 
parameter t ∈ [0, 1] to keep the projected point inside the segment, and the distance from the user to that 
projected point is then computed using the haversine formula. We use haversine rather than the latlong2 
distance class because the projected point is a synthesized coordinate, not a real GPS fix, and latlong2 
validates its inputs in a way that occasionally rejects otherwise-valid projections during development. 
This was one of several small correctness issues that only surfaced during field testing. 

The decision to trigger a reroute is made on a tick count rather than a wall-clock duration. An 
earlier version used a three-second debounce timer, which proved unreliable on older test devices whose 
GPS update rate varied from roughly 0.5 to 1.5 Hz, the timer could fire after a single stale fix, or fail to 
fire for five seconds on a slow device. Switching to a three-consecutive-ticks threshold ties the behavior 
to the rate of evidence rather than to wall time. 

Figure 4 traces a single route request end to end: from the moment the user selects a destination 
building, through the closest-entrance resolution, the cloud routing call to Valhalla, and the receipt of a 
usable polyline plus turn-by-turn step list back in the application. 

 

Figure 4. Route Generation Flow — Selecting a building to have a route ready. 
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Two algorithms are central to the routing subsystem: the pedestrian costing configuration and the 
deviation calculation. 

Pedestrian costing algorithm: Valhalla's routing engine selects paths by assigning a traversal cost to 
every edge in the road network graph. EagleNav configures the pedestrian costing model with custom 
weights that reflect accessibility priorities rather than shortest-distance optimization: 

●​ Sidewalks and designated footways receive the lowest cost (preferred) 
●​ Alleys and service roads receive a high penalty factor (avoided unless no alternative) 
●​ Tunnels and covered passages receive an elevated penalty 
●​ Unpaved surfaces are excluded entirely (unsafe footing) 

 

3.3.3 Guidance and Step Progression 

Step progression sounds simple, since in theory it serves to advance to the next step when the user 
reaches the corner where they must turn, but field testing revealed it has edge cases everywhere. GPS 
noise can place the user briefly past a turn point and then back behind it. Tightly curved paths can put 
two consecutive maneuvers within meters of each other, so a single tick could plausibly satisfy the 
advance condition for either one. The threshold values described in this section came out of repeated 
walks across campus, watching for the moments when the system either announced too early or didn’t 
announce at all. 

GuidanceController sits on top of the active route and tracks which step the user is currently 
approaching. On each GPS tick it evaluates a bounded look-ahead window of three steps (not the entire 
step list) to avoid over-advancing on long straight segments that happen to pass near a future turn point. If 
the user is within ten meters of the current step's endpoint, the controller advances its step index by one, 
notifies listeners, and fires its onStepAdvanced callback. If the user is within fifteen meters of the final 
destination, the controller fires its onArrival callback instead, plays the arrival haptic, and delays for 
one second to let the final TTS announcement finish before the screen tears down the navigation state. 

The step-advance threshold (ten meters) and arrival threshold (fifteen meters) were tuned 
empirically against field tests. Tighter thresholds caused missed advancements when GPS accuracy 
degraded near buildings; looser thresholds caused premature announcements on tightly curved paths 
where two consecutive maneuver endpoints were close together. 

3.3.4 Voice Guidance and Orientation Coaching 

The voice layer is where most of the user-research feedback ultimately landed. The very first 
prototype simply forwarded Valhalla’s raw instruction strings to the device’s text-to-speech engine, so the 
spoken feedback would say “In 152 meters, turn right onto the path.” During interviews, students 
mentioned that they prefer step counts over meters. Each of the components described below (the 
Compass Service, the Orientation Coach, the Instruction Enhancer, the Landmark Service) exists to 
address the intended user’s requests via user-friendly spoken instructions and orientation guidance. 
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NavigationVoiceController is the largest single class in the application because it is where 
the accessibility-specific behavior concentrates. It owns the TTS queue, the compass service, an 
InstructionEnhancer that rewrites Valhalla's raw instruction strings, an OrientationCoach that 
uses the compass to guide the user into the correct heading before they begin walking, an 
OffCourseDetector that produces "you appear to be off the route" announcements without colliding 
with active TTS, and a LandmarkService that surfaces nearby points of interest on demand. 

Figure 5 illustrates the compass pipeline. Raw magnetometer readings, which can disagree by 10 
to 15 degrees between consecutive samples, flow through the Compass Service, which smooths, validates, 
and exposes a trustworthy heading value (currentHeading) to every part of the app that needs 
body-relative directions. 

 

Figure 5. Compass Data Flow — from noisy sensor to trustworthy heading. 
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Figure 6. Orientation Coach DFD — aligning the user before they begin walking. 

Figure 6 shows the Orientation Coach data flow. At route start, the user’s compass heading is 
compared to the route’s first-segment bearing to produce a relative angle, which is then matched to a 
body-relative coaching phrase such as “turn slightly to your right to align.” Once the user clears the 
alignment threshold, orientation locks in and step-by-step navigation begins. 

Instruction enhancement is the second user-visible feature. The enhancer takes Valhalla’s raw 
instruction, the maneuver type, the upcoming street name, and the geometry of the route, and rewrites it to 
emphasize embodied information: the relative direction of the turn, the distance in steps, and, where 
available, a landmark or physical feature. The result is an instruction the user can act on without any 
visual input. 

Figure 7 shows the Landmark Service. When the user requests a status update by tapping the 
status button, the service combines GPS, compass heading, and the campus buildings dataset to produce a 
body-relative spoken cue: “Library is to your front right, about 30 steps away.” This feature came directly 
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from feedback from visually impaired student volunteers, who described knowing-where-you-are as a big 
part of navigation. 

 

Figure 7. Landmark Service DFD — on-demand environmental awareness. 
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Figure 8 documents the UI Navigation State Machine. It shows the four states (idle, 
destinationSelected, navigating, arrived) the screen moves through in a session, and the transitions 
between them. The structure was modelled on familiar mainstream navigation apps like Google Maps, 
then adapted for an audio-first experience: arrived, in particular, is a transitional state that automatically 
returns to idle so the user is not asked to dismiss anything. 

 

Figure 8. UI Navigation State Machine. 

 

 

 

 

 

3.3.5 Object Detection/ Segmentation Module 
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While the rest of the system is about getting a user from one known point to another, object 
detection is about what happens between those points, like the chair someone left in the walkway, a crowd 
of people, and the student who just stopped to check their phone, that can obstruct the user’s path. None 
of that lives on the map, and none of it can be predicted. The module described below runs alongside 
navigation rather than inside it by watching the camera feed. 

The perception system is composed of three coordinated modules: object detection, semantic 
segmentation, and distance estimation. The object detection model runs in parallel with the navigation 
loop, processing frames from the device camera and publishing detection events to the voice controller 
when an obstacle is recognized in the user’s immediate path. In addition to object detection, a 
segmentation model is used specifically for structural understanding, identifying features such as walls 
and stairs to provide better environmental context. A separate distance estimation component then 
calculates how far detected objects or segmented regions are from the user, allowing the system to 
communicate proximity relative to the user’s current position. 

These modules operate together but remain architecturally independent of the routing layer; they 
rely only on the user’s forward field of view rather than the active route. Outputs from detection and 
segmentation are filtered, bounded by a reasonable distance threshold, and prioritized before being passed 
to the text-to-speech system. Announcements are debounced and managed to avoid overwhelming the 
user, especially in crowded or complex environments. Current limitations include synchronization 
overhead between modules, update latency, segmentation misclassification in edge cases, and 
inconsistencies in distance estimation, all of which are to be refined for improved real-time performance 
and accuracy. 
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Figure 9 traces a single camera frame through the perception pipeline: from the device camera, 
into the three parallel model (object detection, semantic segmentation, and distance estimation) through a 
filter and prioritization stage that drops irrelevant detections and orders the rest by urgency, and finally 
out to the text-to-speech engine as a single spoken obstacle cue. The pipeline runs in parallel with 
navigation; the only thing it shares with the routing layer is the text-to-speech engine itself. 

Figure 9. Perception Layer DFD — three parallel models combine into a single spoken obstacle cue. 
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4. Results and Conclusions 

4.1 Results 

The project succeeded in producing a functioning end-to-end system. During field tests on the 
CSULA campus with team members and visually impaired volunteer participants, the application was 
able to compute, follow, and narrate pedestrian routes between a representative set of campus buildings. 
The Valhalla backend served all routing requests under 100ms milliseconds end-to-end, well within the 
tolerance for interactive use. Reroutes, when triggered by intentional detours during testing, were 
computed and applied without perceptible interruption of the guidance stream beyond the "rerouting" 
announcement itself. 

4.2 Testing and Field Observations 

The system was exercised in three stages. The first stage was unit-level testing of the controller 
layer, with mocked GPS and route inputs driving each of RoutingController, 
GuidanceController, and NavigationVoiceController in isolation. This surfaced the deviation 
debounce issue and several off-by-one errors in the step advancement logic that would have been very 
difficult to diagnose in the field. 

The second stage was integration testing on the campus with the full team, walking predetermined 
routes and deliberately introducing deviations, signal obstructions, and edge-case starting positions (at 
crowded intersections and off-paths). This stage is where the threshold tuning described in sections 3.3.2 
and 3.3.3 took place. It is also where we discovered that GPS accuracy on the campus is worst in the 
central courtyard; ironically, the part of campus where our users most need it, because of signal reflection 
from the surrounding building walls. 

Several specific incidents from field testing (not real user testing) shaped the final design. These 
are worth recording, both because they reveal what kinds of bugs show up only on a real campus walk, 
and because they illustrate the iterative tuning the system required. 

●​ The compass heading: An early version of the orientation logic was permissive if the user’s 
heading was within roughly 30 degrees of the path direction, since the app would simply say 
“walk forward” upon start of navigation. During one walkthrough on the Circle Drive sidewalk, 
this produced a dangerous failure mode: The phone was angled toward the street rather than the 
sidewalk, but inside the 30-degree tolerance, and the app instructed to walk forward. This issue 
did not arise during simulation testing with mocked GPS data. We tightened the alignment cone 
and made the compass stricter against the polyline. The system now announces “slightly to your 
right” or “slightly to your left” until the user is within 15 degrees of the actual path direction. 
False “walk forward” announcements into the street stopped immediately. However, these results 
demonstrate the need to restrict this navigation mode to campus environments; in high-traffic 
areas, the risk of a failed reading is simply too high, especially for unsupervised users.​
 

23 



●​ Failed arrivals: On one route to King Hall, the guidance state correctly flipped to arrive as the 
user reached the door, but the spoken “You have arrived” announcement was cut off by a 
still-queued earlier instruction. We were tearing down the navigation state too aggressively after 
firing onArrival; the TTS queue did not have time to drain. The fix was a one-second delay 
between firing the arrival callback and clearing the route, and a TTS prioritization pass so urgent 
cues (turn-now, arrival) interrupt non-urgent ones (countdown alerts).​
 

●​ The 13-step deviation: On a long straight stretch with no intersections, the off-route detector 
would fire after the user had drifted just thirteen steps off the polyline, even though they were still 
walking in the right direction. We made the off-route threshold heading-aware: 45 meters of 
tolerance when the user is heading-aligned with the route, but only 15 meters when they are 
heading the wrong way. Heading-aware thresholds turned out to be one of the more impactful 
tuning decisions in the project, because they let us be lenient about position errors without being 
lenient about direction errors. 

Each of these fixes was small in code terms, usually a threshold adjustment, an ordering change, 
or a guard clause, but they collectively transformed the experience from theoretically correct to actually 
usable on a real campus walk by a real user. This is the kind of work that is hard to plan for in advance 
and impossible to do without field testing. 

The third stage involved walkthroughs with visually impaired volunteers. These walks produced 
the most concrete feedback of the project. Three issues stood out for navigation, and each pointed to a 
different layer of the system. Object detection also has several issues that serve as important feedback. 

Arrival distance: the door was still too far away 

●​ The "you have arrived" announcement fired roughly ten feet from the actual entrance.​
 

●​ The volunteer student had partial blindness. She told us she could see the door at that point, but 
she wanted to be right in front of it, close enough to reach out and touch it.​
 

●​ We tightened the arrival threshold in response.​
 

●​ The longer-term plan is to use the camera to detect the door itself once the arrival cue is 
imminent. Anchoring the arrival announcement to the physical door, rather than a GPS bounding 
circle, would fix both the "arrived too early" and "arrived too late" failure modes that GPS noise 
produces near building walls. 

Inconsistent step counts 

●​ Steps proved to be the right unit, since it was much easier to follow than meters. The student 
volunteer also confirmed this during our field test.​
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●​ But the announced counts were off. The system would say "in about twenty steps, turn right," and 
the user would have walked thirty steps before reaching the corner. Sometimes it was only fifteen.​
 

●​ The 0.76m-per-step conversion is correct on average, but real strides vary by person, by surface, 
and by mood. The routing engine's meter estimates also carry their own uncertainty.​
 

●​ We rounded the announced count to feel approximate ("about twenty" rather than "twenty-one"), 
which softened the issue but did not solve it.​
 

●​ The deeper fix is calibrating stride length per user from the device's pedometer data, which will 
remain as future work. 

Turn cues that fired too early 

●​ The "turn now" cue was firing before the user reached the actual turn point.​
 

●​ The system triggers the cue when the predicted next-tick distance drops below the 
step-completion threshold, so the announcement has time to be heard before the corner arrives.​
 

●​ In practice this often produced a cue several steps before the volunteer reached the corner, which 
felt premature and required them to slow down or pause to confirm.​
 

●​ The current behavior is a compromise between announcement latency and turn-point precision, 
and it lands on the early side.​
 

●​ Tightening the predictive window is straightforward. Getting it right under varying GPS rates and 
walking speeds is the harder problem, and is part of the same calibration work that would address 
the step-count issue. 

A common root cause 

●​ All three issues come from the same underlying limitation: the system relies on GPS and route 
geometry as its only source of truth about where the user is and what they are about to encounter.​
 

●​ That source of truth has limited resolution at the scale of a single sidewalk square or a single 
doorway.​
 

●​ The arrival-distance fix is the clearest case for adding a second sensor such as the camera and that 
integration is the most concrete piece of post-deployment work we have planned.​
 

●​ The step-count and turn-cue issues should improve as a side effect of the same calibration work, 
since they all turn on the same question: how to map abstract distance estimates onto a real 
human walking on a real path. 
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Object Detection 

The obstacle scan concept itself resonated. The idea of asking the phone what is in front of you, 
on demand, matched a need volunteers had been articulating throughout the project. 

What did not work 

●​ Object detection coverage was uneven. Objects on the right side of the frame were missed more 
often than objects on the left, and some objects were misclassified (railings reported as stairs, for 
instance) in ways that undermined the user's confidence in the announcement.​
 

●​ Distance estimates were inconsistent. The monocular depth estimator sometimes computed 
depth from background pixels rather than from the nearest point of the detected object, producing 
proximity readings that under or overstated the actual distance.​
 

●​ People detection was unreliable. Volunteers specifically asked for the ability to know when a 
person was ahead of them and roughly how far away, and the current system does not deliver this 
consistently. Multi-person tracking is also a stated need that the current implementation does not 
support. 
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4.3 What Succeeded, What Did Not 

The controller separation held up well under real use. Over the course of development we 
replaced the TTS backend, returned the deviation thresholds twice, restructured the reroute logic, and 
introduced the two-phase navigation model, each of these changes touched one controller and did not 
require modifications anywhere else in the codebase. This was the single most valuable architectural 
decision of the project. 

The end-to-end navigation flow itself worked. A user could open the app, search for a destination, 
hear the orientation coach align them with the route, walk the path while hearing turn-by-turn instructions 
tied to their compass heading, and reach the destination, all without ever looking at the screen. Every 
subsystem in the chain (route generation, deviation detection, step progression, voice output, arrival 
detection) executed correctly often enough that the overall experience held together as a single coherent 
flow rather than feeling like a collection of disconnected features. The text-to-speech layer is where most 
of the remaining polish work lives such as pacing, phrasing, and the timing of cues against the user's 
actual walking speed all need refinement, but the underlying skeleton that those announcements ride on is 
functional and reliable. 

Indoor coverage remains a fundamental limitation. GPS is unreliable or unavailable inside most 
campus buildings, and the current system makes no attempt to handle indoor navigation. We documented 
this as out-of-scope from the start of the project, but it is the first question every user asks and the most 
frequently requested future feature. 

The object detection and segmentation modules are fully operational; however, current limitations 
include slower-than-desired update frequency and reduced segmentation accuracy in certain scenarios. 
The segmentation model occasionally misclassifies smaller structures (e.g., rails) as stairs or walls. 
Additionally, distance estimation is inconsistent, as it sometimes calculates depth using pixels farther 
from the camera rather than the nearest point of the detected object, leading to inaccurate proximity 
readings. A distance bound also needs to be implemented to prevent the system from detecting or 
calculating distances for objects beyond a reasonable range. Further refinement is needed to improve 
real-time performance, classification precision, and distance reliability. 

4.4 Future Work 

Several directions are promising for a follow-on team: 

●​ The most impactful near-term improvement is sensor fusion for localisation. Combining raw 
GPS with the magnetometer, accelerometer, and gyroscope signals that the application already 
reads, using, for example, a simple Kalman filter, would reduce the jitter that currently drives 
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spurious reroute events and tighten the deviation thresholds without sacrificing reliability.​
 

●​ Calibrating stride length per user from the device's pedometer data, which would address step 
count accuracy.​
 

●​ Indoor navigation is the largest scope expansion. Bluetooth Low Energy beacons placed at 
building entrances and key decision points, combined with an indoor floorplan layer in the OSM 
extract, would extend the system beyond the point at which GPS stops working. This is a 
substantial research project in its own right.​
 

●​ Serving the map data over HTTPS is a small, high-value infrastructure improvement. 
Cloudflare Tunnel is the lowest-friction option for a team that wants to keep the Google Cloud 
VM in place.​
 

●​ Expanding the object detection model to a campus-specific dataset, trained on photographs of 
the actual obstacles users encounter on the CSULA campus, would outperform a generic 
COCO-trained model for the same inference budget.​
 

●​ Porting to iOS is a configuration exercise rather than a development effort, given the Flutter 
codebase, but requires an Apple developer account and a distribution pathway that a student team 
may need institutional support to obtain.​
 

●​ Smooth integration between the segmentation and object detection models, ensuring they 
work together seamlessly.​
 

●​ Improve and standardize distance estimation on both iOS and Android, making it more 
accurate and ensuring measurements are taken from the closest point to the camera.​
 

●​ Enable rerouting based on bookmarked events, allowing the system to anticipate crowded 
areas and adjust paths accordingly; explore integration of Bluetooth beacons for improved indoor 
positioning and localized navigation triggers.​
 

●​ Define a clear separation between accessibility-focused features and general-use 
functionality, allowing the app to adapt its interface and behavior based on user needs and 
preferences.​
 

●​ Integrate class schedules into navigation bookmarks, allowing users to automatically generate 
routes to their next class, receive timely reminders, and streamline daily navigation based on their 
academic schedule. 
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4.5 Conclusion 

EagleNav demonstrates the efficacy of using open-source tools like Valhalla and OpenStreetMap 
to solve hyper-local navigation problems. By focusing on the specific needs of the CSULA community, 
particularly those with visual impairments, the project provides a functional framework for accessible 
pedestrian routing. Future work may involve expanding the system to include more granular outdoor data 
or exploring hybrid indoor-outdoor transitions. 

Beyond the working system itself, the project surfaced a set of lessons about what accessibility 
navigation actually demands as a piece of software, lessons that were not visible from the outside and that 
no amount of design work in a vacuum could have produced. The most consequential is that GPS and 
route geometry alone are not sufficient at the scale of a single doorway or a single sidewalk square. The 
same data that gets a sighted user to within visual range of a destination leaves a visually impaired user 
uncertain about whether they have actually arrived, whether they should still be turning, and whether the 
next instruction applies to the corner they are at or the corner after it. Closing that resolution gap is the 
central technical challenge of accessibility navigation, and it points directly at sensor fusion and on-device 
perception as the next layer of capability, along with routing improvements. 

A second lesson is that accessibility features cannot share affordances with the operating system's 
accessibility layer. Early in development, the team tried to use a double-tap gesture for the landmark 
announcement, only to discover that double-tap is reserved by iOS VoiceOver for selection. Any gesture, 
button, or sound an accessibility-focused application uses has to be checked against the screen reader and 
assistive technologies the user is already running. This is the kind of constraint that is obvious in 
retrospect and invisible until a user demonstrates it. On the other hand, users liked that the application has 
its own text-to-speech feature, just in case they want to hear the navigation instructions without the 
VoiceOver assistance. 

What EagleNav represents, then, is a proof-of-concept on two levels. As a piece of software, it is 
evidence that an audio-first, body-relative pedestrian navigation system is buildable on open 
infrastructure, by a small team, in a single academic year, and that it can be tuned to a level where 
visually impaired users can walk real campus routes with it. As a study, it is evidence that accessibility 
navigation has its own technical requirements distinct from mainstream pedestrian navigation, that those 
requirements emerge from the lived experience of the users rather than from the engineering team's 
intuition, and that solving them well requires the engineering team to do the work of going for walks with 
the people the system is meant to serve. Both forms of evidence are what the project leaves behind. 
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